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Current Roles and Who I Am
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Hall C + scientific background

• Hall C Collaboration member

• PhD on x > 1 

• Participation in R-SIDIS and NPS

What I see from the analysis side:

• Finding the right info when you need it can be the biggest time sink

• Reproducibility and provenance are becoming operational requirements

• AI will not reach its full potential without structured data and clear 

instructions

AmSC / CST responsibilities (near-term)

Matrixed between ENP and CST

AmSC DAP (30%): Engage communities; inventory priority 

datasets/workflows; prototype catalog infrastructure

AmSC DET (45%): Foundation model data curation for tracking detectors 

CLAS12, sPHENIX, etc.

LDRD (25%): AI/ML readiness of Jefferson Lab’s Nuclear Physics Data

Disclaimer

• Not making commitments on behalf of Hall C

• This is not an “AI talk” (Though AI appears throughout)

• Focus: trends and practical implications



Flow of the Talk

1) Where to find up-to-date information

2) Outline the role data governance and metadata play in drive better software development.

3) Practical patterns to reduce friction for physicists (reproducible environments, discoverability).

4) A realistic view of modern HEP/NP software direction: parallelism, streaming, and automated workflows.

5) A safe, policy-aligned path to “AI readiness” while minimizing security risk.

6) Concrete steps we can take as a Collaboration on these topics

Hall C Winter Collaboration Meeting 2026 31/26/2026

1. Find knowledge

Docs, tutorials, search 
patterns

2. Define policy

FAIR, provenance, 
identifiers

3. Engineer systems

Metadata, APIs, 
containers

4. Scale compute

CVMFS, Rucio, OSG, 
performance

5. Become AI-ready

Guardrails, MLOps, 
agents (scoped)

What you should leave with



Finding Knowledge
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Documentation locations, attaining skills, and scientific computing information



Finding Knowledge @ JLab – Infrastructure & Reality
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• Operational reality

Outages, bots, aging software stacks

Budget and staffing constraints

Increasing administrative requirements (MFA, audits, security 

reviews)

• MFA practical advice

Get a physical token from the Helpdesk

→ saves significant time vs. app-based MFA failures

• Why CVMFS
Shared, read-only software distribution across sites

(NERSC, OSG, local desktops, ODU, cloud)

Enables interoperability and reproducibility across compute 

environments

• Platform transitions

Major disruption moving from RHEL7 → RHEL9

Legacy software often incompatible without rebuilds

• Action item: Subscribe to JLab-scicomp-briefs mailing list

(critical for outages, upgrades, and policy changes)



Finding Knowledge Is Hard… And Never Easier!
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• The main sources

hallcweb.jlab.org, standard equipment manual, Hall C wiki

Collaboration Meeting Presentations

PI, Mentor, theses, other students

GSPDA tutorials, and events!

• Watch out for outdated information!

Old collab. mtgs. can be misleading.. and very informative!

Not all articles in the wiki are up-to-date

• What are the TTree variables in hcana - how are they 

calculated  
Quick answer: grep RVarDef 

Very easy question to answer fully.

Hall Specific Information

Learn Search Engine Optimization!
Go to google.com and search:
‘R-SIDIS site: hallcweb.jlab.org/wiki’



Finding Knowledge Is Hard… And Never Easier!
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• New users know little of Linux and terminal 

commands

Little to know experience with bash or csh – 

or that there is a difference!

• Younger scientists are using AI chatbots for 

everything – filling in knowledge gaps

Can make a script in 10 seconds that ‘works’

‘Pretty good’ knowledge of Jlab and our 

systems and physics

AI IS NOT A SUBSTITUE FOR KNOWELDGE

Have a commercial LLM write a Bash script:

example (domain knowledge, prompt 

engineering)

• Teaching yourself is harder than ever – learn things that will 
help you throughout your career and practice them ‘off the 
clock’
• Use Primary Resources – not forums or AI to learn

Bash: GNU Bash Manual
Git: git-svn Website
Python-3.9+: Be familiar with best practices
Statistics: Coursework+
Physics: Coursework+
Containers: Docker Tutorial
CERN ROOT-6.xx+: The Manual and Primer
C++: cppreference.com with the standard you are using
CMake 3.22+: Build system for C++
Slurm: Website

Disconnect Between Generations



Finding Knowledge Is Hard… And Never Easier!
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• Have a commercial LLM write a Bash script:

Bad prompt and minimal knowledge:

AI IS NOT A SUBSTITUE FOR KNOWELDGE

I have 1000 small text files I need to 
combine using bash.  Here is what it 
looks like:
x Q2 delta x-sec blob



Finding Knowledge Is Hard… And Never Easier!
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• Have a commercial LLM write a Bash script:

Better prompt with clear instructions:

AI IS NOT A SUBSTITUE FOR KNOWELDGE



Finding Knowledge Is Hard… And Easier than Ever
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• All SciComp, MIS, and User Services (sp) found in ServiceNow

Use https://jlab.servicenowservices.com/kb to see ALL 

knowledge base articles (and be logged in)

Do not use scicomp.jlab.org User Guide (old))

• Advanced in-depth topics will point to a GitLab pages from KB 

articles from scicomp (readthedocs / docusaurus)

Software container basics

GitLab Community Edition docs

‘All Knowledge Bases’ is not all knowledge bases… MIS / Scicomp / 

SP (user services) are all separate



Data Governance
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FAIR, provenance, and why software depends on policy



FAIR principles 

Metadata capture is the foundation of infrastructure
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F
Findable

Persistent identifiers; rich metadata; indexed catalogs

→ “Can I find the right runs/datasets without tribal knowledge?”

A
Accessible

Standard protocols (with auth as needed); metadata remains 

discoverable

→ “Can I retrieve it programmatically—even if data is on tape?”

I
Interoperable

Shared vocabularies; machine-readable, linked metadata

→ “Can tools connect records across systems?”

R
Reusable

Provenance, licenses, community standards; complete context

→ “Can we reproduce and audit results years later?”

If we make data + metadata FAIR, we enable automation, reproducibility, and compliant reporting.

Sci. Data 3:160018 
doi: 10.1038/sdata.2016.18 (2016)



From Many Islands to Coherent Fabric
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Current reality (typical pain points)

• Run information spread across RCDB-like stores, text files, replays, wikis, 

and local notes

• Users re-invent selection scripts per analysis

• Metadata capture varies by hall/test stand

• Several Custom farm dispatch scripts

• Custom-made calibration capture system (CTP files)

Result: higher operational burden and fragile reproducibility

Target state (what “good” looks like)

• One query interface over high-quality metadata (RCDB)

• Standard identifiers connecting: experiment  runs  datasets  

papers

• Programmatic access (APIs) for tools and workflows

Result: automation becomes reliable and shareable

Example consolidation path (conceptual)

Source systems

pacdb
pubdb
RCDB/CCDB
wikis

Consolidation

JRDB
(tagging + linking)
+ enrichment

APIs

Search / select metadata
Standard protocols

Consumers

Workflows
Replays
Dashboards
Agents



Towards FAIR Compliance

• InvenioRDM Platform set up for metadata across pacdb, pubdb

Near term (meta)data sources: (RCDB, CCDB, DocDB)

• Invinio RDM - A standard software stack across many institutions and is the 

backbone of many metadata and storage catalogs.  

• Community moderated features and data storage backends
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jrdb.jlab.org/



Containers Matter for Analysis and Data Engineering
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What containers buy you

• Pin exact dependency versions (Python/C++/OS libraries)

• Portability across laptops → onsite → cloud/OSG

• Cleaner separation: immutable image + mounted data

• Better provenance: inputs + config → outputs + metadata

Common gotchas (be realistic)

• Learning curve: images, registries, permissions, GPUs

• Filesystems and performance tuning matter

• “One more tool” unless we provide good docs + templates

Net: benefits are real, but adoption needs support

A reproducible workflow unit

Inputs

Data + metadata
Config + code tag

Container image

Pinned dependencies
Signed + versioned

Run (workflow)

swif/slurm
CVMFS/OSG/cloud

Outputs

Results + logs
Provenance record

Discussion prompt: what is still missing to make this “fully reproducible” for your analyses?



Containers Matter for Analysis and Data Engineering
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• Docs contain basic information about 

running and storing containers

• Contains common stumbling blocks 

running containers in HPC environments

• Working to provide a JLab base container

Knowledge Base Article (Stub, SciComp)



Hall C Implications
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What changes day-to-day analysis and operations



Existing building blocks (and the gaps that show up)
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Analysis-specific software

• Analyzer / hcana

• EVIO I/O and decoding

• Git repositories and release practices

• Calibration & conditions interfaces (CCDB/RCDB-like)

Theme: analysis pipelines depend on stable interfaces and metadata

Distribution & execution

• hallc_replay infrastructure (not as containerized as desired)

• CVMFS for software distribution to local + cloud/OSG

• Batch workflows (swif/slurm)

Theme: adoption improves when environments are standardized and 

discoverable

Example “small wins” that compound

• A minimal run-metadata schema and validation at DAQ capture time across all 12 GeV experiments

• A container template for replay + analysis with pinned versions and a clean data mount (no user configured symlinks)

• A reproducible analysis workflow: code tag + config + run query + container digest



Building a Provenance and Meta(data) Platform
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Building a Provenance and Meta(data) Platform
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JANA2 & Event Data Model - Discussion for later
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Motivation: higher data rates, richer events, heterogeneous compute (CPU vector units, GPUs), stream capable readout and near-real-time QA.

Compute reality check

• Modern CPUs reward vectorization (e.g., AVX2-like patterns)

• Multithreading can improve throughput — but requires thread-safe 

frameworks

• GPU offload is valuable when data models and memory layout cooperate

• Event-data-models allow for pipelining and cache opt for modern CPUs

Takeaway: data layout + framework design matter as much as “raw FLOPs”.

Framework direction (examples)

• JANA2-style modular reconstruction pipelines

• Event Data Models (EDM) described in machine-readable form (schema-

first)

• Stream-capable processing (windowed outputs; early termination)

Question for Hall C: what would it take to layer existing decoders/analysis 

on a more parallel core?



Q&A
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• What metadata would most reduce your analysis overhead?
• Where do you see the biggest reproducibility gaps today?
• Which “common diagnostics” would you standardize first?
• What guardrails would make AI tools acceptable in your workflow?

Discussion prompts:


