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Overview
• I used the weekly meeting talks and analysis notes to summarize where we were 

recently. Talks in this meeting will give the updates of where we are now.
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• HPS, landscape, publications, 
presentations


• Calibration Status, Data Processing, 
Monte Carlo


• Analysis Progress, 2021, 2019

• Bump Hunt, Nominal A’, SIMPs

• ML/AI, Detector Updates

• People

• Future Running



Since the last meeting…

Collab.
meeting

v8 alignment;
2019 analysis starts

FEB & flange
board tests

63 CNM slim-
edge sensors

Vacuum flange
at SLAC

2021 1% pass

SIMP 2016 paper
on arXiv

Analysis
mini-workshop

Full 2021
processing starts

Jun Jul Aug Sep Oct Nov Dec Jan

2025

SIMP paper
in PRD

4 talks at
APS meeting

2019 1% pass

New data
flange

Analysis workshop;
review committees SIMP 10%

unblinded

PhD:
Rory 
O'Dwyer

PhD:
Sarah 
Gaiser

Low-p tracking:
+40–50% signal

Field-map
scale issue

COB netboot
at JLab

Review
committees

Collab. meeting
    SVT system test

Feb Mar Apr May Jun Jul Aug Sep Oct Nov

2026

Analysis / reconstruction Detector / publications / people Full 2021 reprocessing (pass5_v9)

2021 
processing
complete
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HPS in the landscape
Reach plots

• Our reach for displaced vertex is still competitive.

• Emrys showed that with improved analysis, the Bump Hunt may also be competitive.

• See next talk “Overview of Dark Sectors” - Stephania Gory
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HPS-ANALYSIS-NOTE v2.1

• HPS prompt: 2015+2016 excludes ω2 ↭ 10→5 over 20–180 MeV.914

• HPS displaced vertex: first constraints from the 2016 displaced search have constrained the915

parameter space in the ω2 → 10→8–10→10 band, 60–150 MeV, but did not exclude any new916

parameter space. Sensitivity projections from the combined 2019+2021 (left) and Full Luminosity917

(right) HPS datasets are overlaid in green in Figure 1.918

Figure 1: Exclusion of dark photon parameter space. Shaded regions are excluded by HPS 2015/2016
(prompt and displaced vertex), beam dump experiments (E141, E137, NA64, etc.), collider searches
(BaBar, KLOE-2, LHCb), and fixed-target experiments (APEX, A1, HADES, NA48/2). Projections of
HPS sensitivity for the 2019+2021 (left) and Full Luminosity datasets are overlaid as green contours.

The latest results from the Heavy Photon Search (HPS) experiment at JLab CEBAF used a 2.3 GeV,919

200 nA electron beam incident on a 4µm tungsten target, with a silicon vertex tracker and electromag-920

netic calorimeter for e+e→ reconstruction. This 2016 Engineering Run accumulated L = 10.6 pb→1
921

for data analysis. In the prompt search, the e+e→ invariant mass distribution was searched over922

39–179 MeV. No evidence of A↑ production was found above the large QED background, exclud-923

ing ω2 ↭ 10→5 across this mass range at 90% CL. This extends the HPS 2015 result (at 1.06GeV)924

to higher mass. The first displaced vertex search from HPS searched A↑ masses in 60–150 MeV/c2925

and couplings ω2 ↑ [10→10, 10→8] were probed using two SVT track-layer categories that required hits926

in the innermost and next-to-innermost silcon layers. The best limit was set at mA→ = 80.2 MeV,927

ω2 = 2.1 ↓ 10→9, excluding 9.1↓ the canonical A↑ cross-section. This is the first sensitive displaced-928

vertex search for e+e→ pairs at low energy, probing previously unexplored territory preferred by thermal929

dark matter production models. However, the total luminosity and detector configuration from the 2016930

analysis was insu!cient to reach the canonical A↑ production cross-section.931

A significant open window remains at ω2 → 10→8–10→10 across 20–200 MeV, corresponding to the932

thermal relic target phase-space. This region was the primary motivation for HPS data taking runs933

in 2019 and 2021, where each run has collected more than an order-of-magnitude luminosity than the934

engineering run in 2016. The analysis described in this note focuses on the 2021 dataset, with total935

integrated luminosity of 167.65 pb→1. The data set was collected at 3.74 GeV using a 20µm tungsten936

target for physics runs.937
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Figure 2: Prompt-visible dark-photon parameter space around the HPS mass range. The foreground
contours show published exclusion bounds from APEX, A1/MAMI, KLOE/KLOE-2, BaBar, LHCb,
NA48/2, NA64, and the published HPS prompt searches [5, 6, 7, 8, 9, 10, 11, 12, 3, 4]. DarkCast
digitizations are plotted as ω

2 for the external contours where available [13]; confidence levels are
kept as quoted by the individual publications. The NA64 visible/displaced band is an acceptance-
dependent X17/dark-photon bound, not a prompt HPS-like resonance search. The labeled Peets
electron- and muon-anomaly curves are central values, with the lighter unlabeled envelopes indicating
the corresponding allowed benchmark contours rather than favored bands; the shaded HPS intervals
indicate the published 2015 and 2016 prompt windows together with the current GPR scan scope.

1.3 Motivation for the present GPR analysis148

Gaussian-process regression is best viewed here as a modern form of covariance-based interpolation.149

The historical starting point is kriging, developed in mine-valuation and geostatistical applications150

by Krige and formalized by Matheron: given observations of a smooth field at some locations, the151

task is to predict the field elsewhere while carrying the uncertainty induced by finite sampling and152

spatial correlation [17, 18]. In a resonance search the coordinate is not geographic position but153

invariant mass. The same statistical idea is useful because the prompt trident continuum is smooth154

on the scale of the HPS mass resolution, while a prompt A
→ would appear as a narrow localized155

excess. GPR replaces an explicit closed-form background curve with a probability distribution156

over smooth functions, specified by a mean and covariance kernel and conditioned on the observed157

training bins outside the mass-dependent excluded window [19]. For each test mass, the practical158

output is therefore not only a background prediction in the blinded window, but a correlated159

uncertainty on that prediction.160
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Recent Publications
• PRD 113, 032019 (2026), arXiv:2511.02695, HPS Collaboration,  

“First displaced vertex search for electroproduced dark-sector 
strongly interacting massive particles by the HPS experiment”, 
2016 engineering run, VD →e+e−, significant exclusion region.


• PhD theses (2026): 


• R. O’Dwyer (Stanford), “Searching for Mesonic Dark Matter With 
the Heavy Photon Search Experiment”


• S. Gaiser (Stanford), “Searching for Long-Lived Dark Photons 
with the HPS Experiment”


• Internal notes under review: 


• 2021 Displaced Vertex Search Analysis Note v2.1 (June 2026)


• GPR Resonance Search Analysis Note v2 (June 2026).


• In preparation: 


• SVT NIM paper (30-page draft, effort restarted August 2026); 


• 2021 SIMP paper (target early 2027?).


• Bump Hunt & Displaced Vertex papers (?)
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2021 DVS Analysis Note 
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Presentations

• APS Global Physics Summit, March 2026, session “Dark Matter I”:

• S. Gaiser, “Searching for long-lived dark photons with the Heavy Photon Search experiment”

• R. O’Dwyer, “Applying an Adversarial Neural Network to probe the 2021 HPS SIMP Search”

• L. Wolf, “Møller electrons and radiative tridents for determining the HPS detector resolution”

• E. Peets, “Resonance Searches using Gaussian Process Regression in the Heavy Photon Search Experiment”


• JLab Users Meeting 2025,  N. Baltzell


• Only Sarah posted her slides  
to Confluence!!!


• Number of talks fluctuates year to year,  
but 2026 seems low.


• Show recent results in invited talks in 2027!
6



Calibration 2021  v9
• Millepede alignment with FEEs; local and global rigid-

body motions; run-by-run constants from 25 runs, 
interpolated to all runs; iterated v4→v9 (v10 in progress)

• Detectors also at https://nuclear.unh.edu/HPS/Detectors/ 


• FEE momentum within a few percent of 3.74 GeV 
relative momentum resolution 6-9%  
E/p within ~5% of unity, stable vs run.


• Unconstrained Møller mass 44.35±0.02 MeV vs  
44.31 MeV expected at 1.92 GeV.


• Fully resolved tridents: psum peak at beam energy,  
width ~110 MeV.


• Beam spot from HARP/wire scans and V0 fits stored run 
by run in a conditions database; target at  
z~ -0.75 → -1 mm.
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Figure 10: FEE momentum scale (top), absolute momentum resolution (middle), and relative momen-
tum resolution (bottom) as a function of run number.

3.1.2 Kalman Filter Track Reconstruction1251

Charged particle tracks in a solenoidal magnetic field (oriented along +ẑ) follow a helical trajectory1252

that can be decomposed into a circle in the transverse (xy) plane and a straight line in the longitudinal1253

(sz) projection, where s is the arc length along the transverse circle. Each track is described by five1254

parameters referred to as the L3 helix parameters:1255

h =
(
C , ω0, ε, tanϑ, z0

)
. (12)

Their definitions, relative to a reference point (xr , yr , zr ), are as follows:1256

• C — signed transverse curvature, C = qB/(2pT ), where q is the particle charge and pT is the1257

transverse momentum. Positive (negative) curvature corresponds to counter-clockwise (clockwise)1258

rotation in the xy plane for a positive charge in a field along +ẑ .1259

• ω0 — azimuthal angle of the momentum vector at the point of closest approach (PCA) to the1260

reference point in the transverse plane.1261

• ε — signed transverse impact parameter, equal to the distance of closest approach in the xy plane1262

with a sign convention such that x0 → xr = →ε sinω0 and y0 → yr = +ε cosω0, where (x0, y0) is1263

the PCA.1264

• tanϑ — longitudinal slope, tanϑ = pz/pT = dz/ds. It is related to the polar angle ϖ by1265

tan ϖ = 1/ tanϑ.1266

• z0 — z coordinate of the PCA in the xy plane. The longitudinal trajectory is z(s) = z0 + s tanϑ.1267
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3.5 Mass resolution1827

The invariant mass resolution is studied across several final states, including Møller scattering and fully-1828

resolved tridents. These final states are studied in data and compared against simulated MC as a form1829

of validation. In addition, the signal invariant mass resolution is studied as a function of the A→ mass1830

for smeared and unsmeared samples, and additional separated for the A→ and SIMP signal models.1831

3.5.1 Møller mass resolution1832

The theoretical invariant mass of Møller electron pairs for a 1.92 GeV beam is 44.309 MeV. After various1833

alignment e!orts, the calibrated unconstrained Møller invariant mass distribution is shown in Figure 41.1834

The details of the Møller event selection can be found in the 2021 alignment note. As a function of1835

run number, the Møller invariant mass mean values and widths are quite stable for each of the vertex1836

constraint types. These can be seen in Figure 42.1837

Figure 41: Unconstrained Møller invariant mass distribution in the 2021 V9 10 percent data production.

Since the MC is reconstructed with perfect detector alignment, the Møller widths are persistently1838

narrower than in data, for all three kinds of vertex types. The Møller plus pulser-overlaid MC was1839

generated both with and without the inclusion of hit-level smearing described in Section 3.4.1 for study.1840

Track curvature smearing, described in Section 3.4.2 was applied in post-processing. This brings the1841

MC widths much closer to agreement with data, but still consistently less than the data. This issue1842

is actively being studied by studying smearing parameter in-situ in the Møller dataset. Smeared and1843

unsmeared unconstrained Møller V0 Invariant mass distributions can be seen in Figure 43.1844

3.5.2 Fully resolved trident resolutions1845

Another cross-check of the mass resolution is performed using fully-resolved trident production, where1846

the momentum sum of all three tracks should equal the beam energy. The details for event selection can1847

be found in the 2021 alignment note. This final state provides a useful cross check of the mass resolution1848

in the physics 3.74 GeV dataset and the fitted mean and sigma of the fully-resolved trident momentum1849

sum distributions serves as another check for agreement between MC and data. The momentum sum1850

distribution for approximately 1.25 percent of the 2021 3.74 GeV V9 data is shown in Figure 44, where1851
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the fitted mean is slightly higher§ but in good agreement with the expected beam energy. The resolution1852

is approximately 110 MeV. The fitted mean and sigma as a function of run number are also stable, as1853

shown in Figure 45.1854

Figure 44: 3.74GeV Fully-resolved trident momentum sum distribution and fit.

Figure 45: 3.74GeV data fully resolved trident energy sum fitted values. Left: mean, right: sigma.

The same momentum sum distributions for various MC samples can be seen in Figure 46. Ultimately,1855

a combination of hit-level smearing and track curvature smearing is applied to bring the MC trident1856

triplet momentum sum width into closer agreement with data.1857

3.5.3 Signal mass resolution1858

The signal e+e→ mass resolution for the nominal A’ and SIMP models are separately assessed in this1859

section. The invariant mass of candidate e+e→ pairs are categorized according to the hit categories1860

defined in Section 3.1.4. The orthogonal categories distinguish whether the electron and positron1861

contribute hits in the three innermost SVT layers. All subsequent resolution measurements are performed1862

independently for each category.1863

For each hit category, simulated signal samples are processed at discrete A↑ mass points spanning1864

the search range. The reconstructed invariant-mass distribution me+e→ at each mass point is fit with1865

a single Gaussian over the peak core, using an adaptive fit window determined by finding the half-1866

maximum points of the histogram. The fitted core width ωcore at each mass point constitutes the mass1867

§
The momentum scale is known to be a few percent higher than expected in the 2021 dataset.
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Figure 36: Mean beam position for x and y as a function of run number. These run-by-run values are
used to adjust the beam-spot such that it’s centered at zero.
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Calibration 2021  v10
• Momentum scale is a few percent high.  

The 2021 field maps were built from readback rather than 
setpoint magnet current. 
(2021: setpoint 1307.8 A, readback 1321.6 A);  
(2019 maps already used setpoint)

• Regenerated maps lower the scale; vertex z mean and 

width unchanged (WED 2026-09-09).

• Relaxed tracking parameters and extending seeding 

strategies increases reconstruction of highly displaced 
vertexes. (WED 2026-08-05).


• Low momentum tracking update, increases efficiency 
~40%, but costs 3x the CPU.


• Isolation fixes.

• Recoil hit finding to seed low p tracks (Elizabeth analysis 

note) 

• Vertexing fix: vertexing code used incorrect z (?) causing 

target constraint (?) invariant mass to shift.
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Calibration 2021  v10
• Still outstanding questions?


• FEE resolution in data is much worse than MC at 3.74 
GeV but agrees at 1.92 GeV; larger radiative tail in the 
3.74 GeV data. Not yet understood (?) (WED 2026-07-01).


• Møller width in MC still below data after hit and 
curvature smearing;∼2 mrad angular smearing per 
electron needed to match. (WED 2026-07-01).


• See updates Wednesday morning!
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Calibration 2019
Alignment

• Alignment follows the 2021 strategy (E. Berzin). 
Harder: rapid changes in detector response 
through the run, changing FEE prescales; several 
detector models plus run-by-run constants for 
transition periods.


• Track seeding changed to skip problematic layers; 
tracking efficiency now stable run by run. 


• Mass-resolution probes: Møller acceptance is 
zero for 2019; fully resolved tridents show a clear 
peak; ϕ→K+K−under study.


• Open: ECal calibration, alignment of the second 
transition period. (WED 2026-04-22).


• Update on Wednesday morning - Elizabeth.
10



Data Processing
2021 and 2019

• 2021 physics run: 3.74 GeV, 20 µm W target, 167.65 pb−1, 8 Sep – 7 
Nov 2021. Møller runs: 1.92 GeV, 8 µm W, 2.79 pb−1.


• Full 2021 reconstruction, pass5_v9 started Christmas 2025, finished 
May 2026; >400k jobs in∼5 months, failure rate 0.29%


• Staged unblinding samples: 1% ➡ 10%  ➡ 100%


• 2019: first 1% pass (“pass2”) with a full-dataset alignment,  
spring 2026.


• Will we need a pass6 for 2021?

• Start with a 1% pass6, re-evaluate.
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Figure 14: Integrated luminosity as a function of date for the HPS 2021 dataset. Top: main production
runs at 3.74GeV beam energy, accumulating a total of 167.65 pb→1 over 293 runs spanning September
8 through November 7, 2021. Bottom: dedicated Møller runs at 1.92GeV beam energy, accumulating
2.79 pb→1 over 17 runs concentrated in the period October 21–25, 2021. Each step corresponds to a
single run; only runs flagged as selected for physics analysis are included.
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Monte Carlo Status
• 2021MC: pass5_v9 with pulser-data overlay: two run-

period detectors (early run 14272, late run 14596), 
split near run 14320 where the beam y position 
moves (WED 2026-08-12).


• Hit smearing and curvature smearing needed to 
reproduce resolution. (Plus angle for Møller?)


• Data/MC: shapes agree; 2021 data rate∼10% above 
MC; 2019 data/MC∼1.5–2 after preselection. (WED 
2025-11-19)


• 2021: Radiative fraction ≈5%, nearly flat in mass. (DVS 
Analysis note)


• MC production now run by M. Graham.  
Erbaz is testing MC on AlmaLinux 9 (UNH & Jlab).


• Update on Tuesday Morning (Matt & Elizabeth)
12
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Table 20: Module-dependent smearing parameters applied to raw hit times in MC.

Module Smear [ns] Module Smear [ns] Module Smear [ns] Module Smear [ns]
L1bA 4.0 L1bS 4.0 L1tA 4.0 L1tS 4.0
L2bA 4.0 L2bS 4.0 L2tA 4.0 L2tS 4.0
L3bA 4.0 L3bS 4.0 L3tA 4.0 L3tS 4.0
L4bAh 2.0 L4bAs 2.0 L4tAh 2.0 L4tAs 2.0
L4bSh 2.0 L4bSs 2.0 L4tSh 2.0 L4tSs 2.0
L5bAh 2.0 L5bAs 2.0 L5tAh 2.0 L5tAs 2.0
L5bSh 2.0 L5bSs 2.0 L5tSh 2.0 L5tSs 2.0
L6bAh 2.0 L6bAs 2.0 L6tAh 2.0 L6tAs 2.0
L6bSh 2.0 L6bSs 2.0 L6tSh 2.0 L6tSs 2.0
L7bAh 2.0 L7bAs 2.0 L7tAh 2.0 L7tAs 2.0
L7bSh 2.0 L7bSs 2.0 L7tSh 2.0 L7tSs 2.0

Figure 26: d0 and ω2 distributions in data and MC, before and after hit smearing.

see that MC is well-matched to data after smearing. Figure 27 shows track-cluster and track-track1668

time di!erences used in preselection, before and after time smearing, including hit-time smearing and1669

0.8 ns track-time smearing. The positron track-cluster time di!erence is slightly over-smeared due to1670

correlations in track and cluster times. This over-smearing is accounted for in the preselection time1671

cuts, which are slightly di!erent between data and MC.1672

While reasonable levels of hit smearing are able to reproduce the d0 impact parameters distributions1673

seen in data, y0 and track momentum widths are not reproduced. This necessitates additional track-level1674

smearing, described in detail in Section 3.4.2.1675
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Figure 28: Absolute smearing of the track curvature ω as a function of tanε.

Figure 29: Absolute smearing of the vertical impact parameter y0 as a function of tanε.
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Figure 92: Invariant mass distributions of background samples. The lower panel shows the ratio of
radiative tridents to the combined tritrig and WAB samples. This is referred to as the radiative fraction.

Figure 93: 5th-order polynomial fit to the radiative fraction. The fit range and results are indicated in
the figure.
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Analysis progress 2021
Pre-selection

• Preselection reduces the data size for further analysis

• Common preselection for SIMPs, nominal A′and 

bump hunt (DVS Analysis note Table 38)


• Trigger single2 or single3

• FEE veto: pe− <2.9 GeV

• pvtx <4.0 GeV

• Ee+ cluster >0.2 GeV, ptrk >0.4 GeV

• N2D hits ≥10; χ2 trk/ndf <20; χ2 vtx <20

• Track–cluster and track–track timing within 3σ

• Exactly one good vertex


• Efficiency: 

• data∼14%

• tritrig MC 13.6%

• A′MC 10.6% (60 MeV) to 16.4% (180 MeV) 
• Needs improvement!
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(b) Event cutflow – data from selected runs.
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(c) Vertex cutflow – background MC.
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(d) Event cutflow – background MC.
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(e) Vertex cutflow – A→ signal MC.
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(f) Event cutflow – A→ signal MC.

Figure 73: Vertex and event cutflows for selected data and MC samples.
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Analysis progress 2021
Tight-selection

• For DVS: Every surviving background is a falsely 
displaced vertex: missing hit, wrongly associated 
hit, or hard scatter in L1–L3 (DVS Analysis note, fig 109).


• Events split into exclusive hit categories  
(L1L1, L1L2, L2L2, L2L3).


• Key variables: min(|y0|) of the two tracks, vertex 
projection significance, psum, recoil angle.

• Look into combined variables?


• Background in the signal region from the data-
driven ABCD method in (me+ e−, min |y0|); 
validated on 1% and on selected blinded 10% 
mass points (80, 120, 180 MeV).


• Needs improving! Too little signal survives! 
• Expected signal-yield systematic ≈14% (target position 9%, mass resolution 

6.5%, cross section 3.5%, preselection 3%, tight selection 2–4%) (DVS Analysis 
note table 60).
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7 Intuition-based Tight Selection2534

This section describes the intuition-based tight selection, largely following the original style of the tight2535

selection in the 2016 displaced search analysis. This section will motivate and define the tight selection2536

variables, and document the optimization results and cross-checks performed for the nominal A’ and2537

SIMP tight selections.2538

7.1 Classifying the Sources of Reducible Backgrounds2539

In this section we describe the primary background modes in the SIMP search. No Standard Model2540

process is expected to produce a SIMP-like signal in HPS [12], so, as in the displaced search more2541

generally, every background surviving preselection is a falsely reconstructed displaced vertex. Sections 32542

and 4 detail the e!orts to mitigate track and hit mis-reconstruction, but the higher luminosity of the2543

2021 run makes the origin of these false vertices harder to resolve than in the 2016 search. In particular,2544

they may arise from alignment e!ects, mis-associated hits, or missing hits in the foremost layers.2545

Some genuine signal events have irregular geometries; for example, one of the e+e→ tracks may miss2546

one or two of the foremost layers. As in previous years, we absorb this e!ect by splitting the search into2547

hit categories, where L1L1 denotes geometries with hits in both of the two foremost layers [12]. The2548

categories are defined exclusively: L2, for instance, denotes a track with a hit in layer 2 but no hit in2549

layer 1. These same irregularities are also how a false displacement is manufactured. Figure 109 shows2550

the three dominant modes: a hit may be lost in a foremost layer, a spurious hit may be associated to2551

the track, or a large scatter may occur in a tracker layer. In each case the reconstructed track no longer2552

extrapolates back to the target, so the pair meets at a vertex displaced by ”z from the true production2553

point.2554

Figure 109: The three primary modes that fake a displaced vertex, shown for the foremost layers (L1–
L3). The true e+e→ trajectory (green) originates at the target; the reconstructed track (orange) is fit
to the surviving hits, and its back-extrapolation (dashed) misses the target, so the two tracks meet at a
displaced, false vertex (star), opening an apparent displacement ”z . Left: a missing hit in a foremost
layer (red cross) caused by detector ine#ciency. Center: a spurious hit (red square) that captures the
track fit. Right: a large scatter (red star) that kinks the trajectory.

When only one of the two tracks is a!ected, displacement variables built from individual tracks2555

remain robust against these failure modes. More rarely, both branches fail at once; these cases demand2556

more specialized selection cuts that either target the adjacent sensor hits which would make a track2557

consistent with background, or identify the track kinks indicative of a hard scatter.2558
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Figure 113: Vertical impact parameters in di!erent scenarios: truly displaced vertices, prompt vertices,
and prompt vertices that have been falsely reconstructed as displaced.

Due to missing hits or large scatters in the early layers, as well as other (mis-)reconstruction e!ects,2628

a prompt vertex can be falsely reconstructed as a displaced vertex, as described in the previous section.2629

In this scenario, the vertex often ends up with asymmetric vertical impact parameters. This is illustrated2630

in Figure 113c. The vertical impact parameters can therefore be used to distinguish between true and2631

false displaced vertices.2632

Minimal vertical impact parameter cut The minimal vertical impact parameter is defined as2633

y0min = min(|y e
→

0 |, |y e
+

0 |) , (61)

and has proven to be a useful quantity in distinguishing between truly displaced vertices and back-2634

grounds. As seen in Figure 113, background events are more likely to have one or both vertical impact2635

parameters ↑ 0. By removing events for which the smaller vertical impact parameter lies below a2636

threshold min(y0)cut, prompt and falsely displaced vertices can be removed from the sample.2637

(a) y0min in 120MeV, ω2 = 10→10 A↑ signal (b) y0min in 1% data sample

Figure 114: y0min for A↑ signal MC and data. The MC sample is scaled to the same luminosity as the
data sample. For both samples, preselection and a pvtx > 2.8 GeV cut have been applied.
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(a) L1L1 (b) L1L2

(c) L2L2 (d) L2L3

(e) L3L3

Figure 164: ABCD region boundaries overlaid on the min(|y0|) versus me+e→ distributions for four
representative mass hypotheses (80, 120, 160, and 220 MeV), shown for each hit-layer category. Solid
vertical lines delimit the signal mass window; dashed lines mark the sideband edges. The horizontal red
dashed line at min(|y0|) = 0.2 mm separates the signal (A, C) and control (B, D) z regions.
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Analysis progress 2021
Unblinding

• Staged unblinding 1% →10% →100%; same pre-selection & tight selection for all 
3 stages 


• Review committees determine readiness for next level unblinding:

• Bump hunt: Nathan, Majd, Rafo. 

• Displaced vertex & SIMPS: Maurik, Tongtong, John


• June ’26: SIMP 10% unblinded, nominal A′ 10% unblinded, Bump Hunt ?

15



Analysis progress 2019

• The 2021 analysis is again taking precedence.


• First 1% pass of the full 2019 data set (spring 2026); data quality good.


• Preselection follows the 2021 scheme; distribution shapes agree between data 
and MC


• MC rate low by 1.5–2


• Mass resolution: fully resolved tridents and ϕ→K+K−; Møller acceptance too 
small.


• Update Wednesday morning, Elizabeth.

Mostly on pause again
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Bumphunt Status
• New method: global Gaussian-process fit to the full 

mass spectrum, trained in log-mass/log-counts, 
Constant×RBF


• kernel, length scale tied to mass resolution; test-mass 
window (±2.25σm) removed from training; GP mean 
and covariance enter a profile likelihood; CLs limits 
(GPR Note §4).


• Validated with toys: spurious signal, pull, signal-
injection recovery, for 2015, 2016 10% and 2021 1%.


• Current result: simultaneous fit of 2015 (100%), 2016 
(10%) and 2021 (1%) in a shared ϵ2 (GPR Fig. 55)


• Projection to full statistics: median factor ≈9 
improvement in ϵ2 over the published 2016 limit (GPR Note 

§6.4).

• Open: reconstructed-mass offset that grows with 

mass in 2021 target-constrained vertices (WED 2026-09-30)


• Fixed in recent code update?


• Next steps: freeze 2016/2021 inputs, radiative 
fraction and systematics; look-elsewhere toys.
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Figure 3: Cartoon of the per-test-mass GPR workflow. For each test mass, the GP is trained on
bins across the full mass range except for a narrow excluded window centered on that mass. The
trained GP predicts the posterior mean and covariance inside the excluded window, where a narrow
A

→-like signal hypothesis is overlaid only for illustration.

This viewpoint is attractive for HPS for the same reason emphasized in the 2017 high-energy-161

physics study of Frate et al.: fixed empirical functions restrict the background to a low-dimensional162

family, and discrepancies that are hidden by statistical fluctuations can become limiting as luminosity163

grows or as the scan region is widened [20]. Figure 4 reproduces three of their comparison plots.164

In toy spectra built from ATLAS dijet data, the GP background model maintains a near-unit165

goodness-of-fit scale and remains stable as the e!ective luminosity increases, while the ad-hoc166

functional form degrades. The lesson for HPS is not that a GP is assumption-free: the kernel,167

training exclusion, transform, and length-scale bounds are all analysis choices. The benefit is that168

the smoothness assumption is made explicit and propagated as a covariance, rather than being169

hidden in a hand-selected analytic form.170

The later CMS-oriented GPR signal-extraction study by Gandrakota et al. provides the closest171

methodological bridge to the present implementation: choose a kernel class, condition the GP on172

binned count data, compare candidate kernels against the smooth background structure, and then173

separate a localized signal component from the inferred background in a reproducible statistical174

workflow [21]. The HPS analysis adopts that framework in a form matched to a fixed-target175

prompt-resonance search. It trains the GP in log-mass/log-count space, removes the test-mass176

window from training, ties the allowed length scale to the detector resolution, converts the posterior177

prediction back into count space, and carries the resulting mean vector and covariance matrix into178

the local profile likelihood. The detailed construction is given in Section 4; the introduction only179

needs the central motivation: GPR turns the smooth-background interpolation problem into an180

explicit probabilistic object that can be validated, profiled, and combined across datasets.181

The motivation for the present note is not simply to replace a local polynomial fit with a di!erent182

smooth background parameterization. The earlier HPS prompt searches were built around mass-183
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search regions highlighted.266

Figure 6: Unit-normalized invariant-mass shapes for the 2015, 2016 10%, and 2021 1% samples used
in the current workflow. Each histogram is divided by its own total event count and bin width, so
the overlay compares shape rather than exposure.

Figure 7: Absolute invariant-mass distributions for the three datasets. The shaded regions show
the published 2015 and 2016 prompt-search windows and the expected 2021 GPR search region,
updated here to 35 MeV to 250 MeV.

3 Event Selection, Mass Resolutions, and Radiative Fraction267

The prompt-resonance workflow begins from histogrammed invariant-mass spectra that already268

incorporate run-specific event selection. Those selections determine not only the cleanliness of the269

prompt e
+

e
→ sample but also the sample composition entering the radiative-fraction normalization270

and the detector response entering the signal model. For that reason the prompt selection, the mass271

resolution, and the radiative-fraction treatment are documented together in this section.272
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Figure 70: Corrected combined 90% CLs observed and expected upper limit on ω
2, with the minimal-

model dimuon-threshold branching factor folded into the electron-channel coupling interpretation.
The correction is unity below 2mµ = 211.3167 MeV; in the present v2_dimuon files it modifies only
the 2021-only high-mass rows from 212 MeV to 250 MeV. The expected bands are repaired only at
the isolated coherent expected-band spikes identified in Figure 74.

The 90% combined overlay and ratio diagnostics in Figure 71 follow the same convention as1282

the 95% diagnostics. The combined curve is compared only with active individual datasets at each1283

mass hypothesis, and the ratio is formed in ω so that it directly compares coupling reach rather1284

than ω
2 reach.1285

(a) Observed individual and combined 90% CLs lim-
its.

(b) Combined over best active individual observed
limit in ω.

Figure 71: Observed 90% CLs combination diagnostics. The overlay shows the individual observed
limits and the corrected simultaneous observed limit on ω

2. The ratio panel shows where the
simultaneous fit improves on the best active individual observed limit and where an individual
observed fluctuation gives a stronger pointwise limit.
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Bumphunt Status
• Very promising results, which scaled to full data set may be competitive with 

Babar results.

18

See talk Tuesday 
afternoon, Emrys
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(a) rbkg = 0, 10% (b) rbkg = 0, 100%

(c) rbkg = 0.1, 10% (d) rbkg = 0.1, 100%

Figure 187: Per-category and combined 90% CL µ = 1 exclusion contours in the (mA→ , ω2) plane, for the
two strategies at 10% (left) and the 100% projection (right). Black: combined (solid observed, dashed
expected, ±1ε/± 2ε bands); coloured dashed: L1L1, L1L2, L2L2.
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Detached Vertex A’ Search
• High-psum selection; background-free 

signal region needed. 


• At 10% no point is excluded:  
best µup ≈2.5 at mA′ ≈100 MeV near ϵ2 ∼3 ×10−9  
(rbkg = 0.1 optimization) (DVS Analysis note §10.3)


• The 100% projection gives a µ= 1 
contour over mA′ ≈75–180 MeV,  
ϵ2 ≈6 ×10−10–10−8 (DVS Analysis note).


• Needed: Improved pre-selection, 
improved tight selection, leading to 
more signal.


• See talk Tuesday morning, Elizabeth.
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10.3 Nominal A’ results3493

The nominal A→ analysis remains blinded beyond 1% at this point. Expected results are shown below,3494

assuming zero background events.3495

10.3.1 Statistical Interpretation3496

The two optimization scenarios were evaluated as background-free searches: the A→
→ e+e↑ displaced-3497

vertex yields for the three hit categories (L1L1, L1L2, L2L2) are combined in a simultaneous fit with3498

the background prediction set to zero, and a 90% CL upper limit on the signal strength µ is computed3499

with the CLs method for each (mA→ , ω2) point. With the 10% dataset neither scenario reaches exclusion3500

of the nominal signal (µup > 1 everywhere), so no µ = 1 contour is set; the figures of merit are instead3501

the most stringent (smallest) upper limits on µ.3502

The looser “remaining background = 0.1” optimization sets the smaller upper limit, reaching µup ↑3503

2.5 at mA→ ↑ 100 MeV, compared with µup ↑ 3.6 at mA→ ↑ 110 MeV for the “remaining background3504

= 0” optimization. In both cases the minimum occurs near ω2 ↓ 3↔ 10↑9, where the displaced-vertex3505

signal acceptance peaks.3506

(a) rbkg = 0, 10% (b) rbkg = 0, 100%

(c) rbkg = 0.1, 10% (d) rbkg = 0.1, 100%

Figure 186: Combined 90% CL µ upper-limit maps in the (mA→ , ω2) plane for the two optimization strate-
gies (rbkg = 0, top; rbkg = 0.1, bottom) at 10% (left) and the 100% projection (right). Background-free,
so the observed and expected panels coincide.
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SIMPs
• Model: mA′ : mV : mπ = 3 : 1.8 : 1, 

mπ/fπ = 4π, αD = 0.01.


• 10% sample; eight channels: four 
hit categories ×two min(y0) bins; 
ABCD background; CLs at 90%.


• Observed exclusion in (mA′, ϵ): 
roughly mA′ ≈80–210 MeV and  
ϵ ≈1–5 ×10−3; observed within 
±1σ of expected. Statistics 
dominated;  
background systematics ≲ 0.3% of the band.


• Publication early 2027?


• Update on Tuesday morning, Majd
20
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Figure 183: Combined and per-category 90% CL exclusion contours (µ = 1) in the (mA→ , ω) plane for
the unblinded 10% dataset. Black solid: combined observed; black dashed: combined expected, with
±1ε (green) and ±2ε (yellow) bands. Coloured dashed curves: individual hit categories.

Figure 184: Per-mass 90% CL upper limit on the signal strength µ versus coupling ω. Black: combined
limit with ±1ε/ ± 2ε expected bands; coloured dashed: per-category expected limits. The horizontal
line marks µ = 1; the region below it is excluded.
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Figure 185: Expected 90% CL exclusion with 10% of the dataset, obtained from scaling background
yields from the 1% dataset.
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Using ML/AI for analysis
• Several uses of ML have been tried: 


• SIMP tight selection: adversarial neural network 
(classifier plus adversary decorrelating from invariant 
mass) on psum, ye−0 , ye+0 , projection significance. 
ROC curves better than cut-based selection; little 
mass sculpting, compatible with ABCD; data/MC 
score agreement checked (DVS analysis note, App. J)


• Performance comparable to cuts in L1L1/L1L2, 
better in L2L2/L2L3; possible hybrid selection? ANN 
systematic 4% vs 2% for cuts.


• Gaussian-process regression for Bump Hunt 
background.


• Background discrimination WAB/BH/radiative with 
new variables (recoil angle, momentum asymmetry, y0 
products) and NN studies (E. Berzin, Majd; WED 2026-06-24)


• ϕ→K+K−with ANN-selected sample: peak at 
1020.55±0.03 MeV, width 7.9 MeV (E. Peets; WED 2026-06-24).
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the classifier-score distribution was consistent between data and background. Figure 234 demonstrates3991

that both desired properties are satisfied.3992

(a) ANN score distribution in data and MC.
Demonstrates decent agreement between the
two samples.

(b) ANN threshold cuts employed on the background
distribution; demonstrates low shaping for the ANN
classifier.

Figure 234: Validation plots for the ANN selection, including the data ANN score distribution and the
observed mass-shaping behavior after cuts.

The left plot of Figure 234 shows that the classifier response is nearly equivalent in data and MC,3993

which constrains uncertainties from data-MC mismodeling. The full treatment of this uncertainty is3994

given in later sections, together with the other systematic uncertainties. The right plot shows that the3995

invariant-mass distribution remains largely unshaped even in low-statistics regimes, indicating that this3996

classifier is compatible with the ABCD method. Finally, Figure 235 shows that the classifier outperforms3997

traditional selections across a wide range of masses.3998

(a) Lowest mass range. (b) Intermediate mass range. (c) Highest mass range.

Figure 235: ANN ROC curves shown in ascending mass order.

Figure 235 demonstrates the background e!ciency (x axis) versus signal e!ciency (y axis) for out3999

intuition based cuts (green) and the ANN (blue) across 3 widely spaced signal model masses. The4000

orange curve shows an older BDT reference and is not used in the comparison. Near the cut e!ciencies4001

used in earlier sections, the ANN gives a uniform improvement. We therefore proceed to the same4002

cut-optimization procedure used for the intuition-based selections.4003
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Detector Updates
• A lot of work done on the SVT:

• FEBs: 20 rad-tolerant C03 FEBs loaded and tested at SLAC: 14 without 

issues, 10 needed.


• Data flange: 10 new optical boards tested; new vacuum flange 
assembled April 2026; He leak check and cleanroom electrical test 
pending/under way.


• COBs: broken DPM replaced with an ex-ProtoDUNE spare; two COBs 
netbooting at SLAC. NFSv2 boot problem solved with TFTP + NFSv3; 
first COB netbooted at JLab in September 2026; 3 spare COBs.


• Sensors: 63 CNM slim-edge sensors received, IV-tested and imaged at 
UCSC; leakage∼40% above CNM values, still O(100 nA);  
slim edge 250–350 µm.


• Modules: L1–2 rebuild (18 working hybrids; sensors ranked by slim-edge 
distance, slope and IV); L5–7 hybrids loaded and wire-bonded at UCSC.


• This week at JLab: end-to-end test  
COB →new flange →C03 FEBs →SVT.


• MPOD LV cards repaired; HV for the test borrowed from CLAS.


• See talk this afternoon, Matt Gignac
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Former HPS Students
Name Institute Year Advisor Title

Emma Buchanan Glasgow MSc 2014 Daria Sokhan Electromagnetic calorimeter for the Heavy Photon Search Experiment at 
Jefferson Lab

Luca Colaneri Rome PhD 2016 A. D'Angelo The HPS experiment

Omar Moreno UC Santa Cruz PhD 2016 B. Schumm Search for a Heavy Photon in the 2015 Engineering Run Data of the Heavy 
Photon Search Experiment

Sho Uemura Stanford PhD 2016 J. Jaros Searching for heavy photons in the HPS experiment

Ani Simonyan IPN Orsay PhD 2017 S. Stepanyan, A. Denig Dark Photon Search with the HPS Experiment at JLab

Holly Szumila-Vance Old Dominion PhD 2017 L. Weinstein Searching for Heavy Photons With Detached Vertices in the Heavy Photon 
Search Experiment

Sebouh Paul William & Mary PhD 2018 K. Griffioen Searching for A Dark Photon in the HPS Experiment

Bradley Yale UNH PhD 2019 M. Holtrop Heavy Photon Displaced Vertex Search at 2.3 GeV with Prospects for True 
Muonium Discovery

Samantha McCarty UNH PhD 2020 M. Holtrop Search for an A' Resonance in the Heavy Photon Search 2.3 GeV Data Set

Matthew Solt Stanford PhD 2020 P. Schuster Searching for long-lived dark photons with the heavy photon search 
experiment

Alic Spellman UC Santa Cruz PhD 2024 R. Johnson Searching for Strongly-Interacting Dark Matter with the Heavy Photon Search 
Experiment

Rory O'Dwyer Stanford PhD 2026 L. Tompkins, P. Burchat, 
T. Nelson Searching for Mesonic Dark Matter With the Heavy Photon Search Experiment

Sarah Gaiser Stanford PhD 2026 P. Shuster, T. Nelson Searching for Long-Lived Dark Photons with the HPS Experiment
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Current HPS Students
and post-docs and research scientists

• The people that are now doing the actual work… 

• Students: 


• Emrys Peets (Stanford) Bump Hunt, GPR; defense pending

• Elizabeth Berzin (Stanford) 2019 alignment, signal estimation, MC, 2021

• Lewis Wolf (UNH) Møller and trident resolution, pre-selection & tight selection 

2021. 

• Erbaz Khan (UNH) (starte Jan ’26) ECal calibration note, MC on AlmaLinux

• Undergraduates on the GP effort (E. Hsu, J. Bailey, T. Britt).


• Post-doc & staff:

• Majd Ghrear 2019 preselection, ϕ→KK

• Matt Gignac (alignment, SVT + everything) 

• Matt Graham (analysis coordination, MC)

• Nathan Baltzell (reconstruction software, review) 

• Tongtong Cao (MC, review)

• Rafo Paremuzyan (beam, review) 
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Future Runs

• Possible long run in 2030  
   Full AY beamtime ~ all remaining PAC days?


• Sensitivity grows nearly linearly with additional running 
for the displaced A′search; the 2021 100% projections 
show the reach of the existing data.


• What do we need for this?

• Need sufficient SVT spares.


• Most vulnerable component in the detector, suffers 
radiation damage.


• More students + postdocs + collaborators.

• This will be a lot of shifts, RC week, SVT & ECal expert 

weeks. 
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Conclusions
• We finally have a good calibration for the 2021 data set, possibly getting even 

better. 


• Very exciting preliminary results for the SIMPs and Bump Hunt. 

• SIMP paper soon?


• Nominal, detached vertex, A’ search needs work to keep more signal.


• Calibration for 2019 has a clear path forward.


• We found a number of bugs/software improvements that improve the data 
analysis. Enough for a 2021 pass6?


• There are promising initial expirations of ML, but it is more difficult than at first 
glance. Still a lot to learn.


• Possible long run in 2030 will need significant preparation.
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